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Sided and Symmetrized Bregman Centroids

Frank Nielsen, Member, IEEE, and Richard Nock

Abstract—In this paper, we generalize the notions of centroids
(and barycenters) to the broad class of information-theoretic
distortion measures called Bregman divergences. Bregman di-
vergences form a rich and versatile family of distances that
unifies quadratic Euclidean distances with various well-known
statistical entropic measures. Since besides the squared Euclidean
distance, Bregman divergences are asymmetric, we consider the
left-sided and right-sided centroids and the symmetrized centroids
as minimizers of average Bregman distortions. We prove that
all three centroids are unique and give closed-form solutions for
the sided centroids that are generalized means. Furthermore, we
design a provably fast and efficient arbitrary close approximation
algorithm for the symmetrized centroid based on its exact geo-
metric characterization. The geometric approximation algorithm
requires only to walk on a geodesic linking the two left/right-sided
centroids. We report on our implementation for computing en-
tropic centers of image histogram clusters and entropic centers of
multivariate normal distributions that are useful operations for
processing multimedia information and retrieval. These experi-
ments illustrate that our generic methods compare favorably with
former limited ad hoc methods.

Index Terms—Bregman divergence, Bregman information,
Bregman power divergence, Burbea—Rao divergence, centroid,
Csiszar f-divergences, information geometry, information radius,
Kullback-Leibler divergence, Legendre duality.

I. INTRODUCTION AND MOTIVATIONS

ONTENT-BASED multimedia retrieval applications with

their prominent image retrieval (CBIR) systems are cur-
rently very popular with the broad availability of massive dig-
ital multimedia libraries. CBIR systems spurred an intensive
line of research for better ad hoc feature extractions and ef-
fective yet accurate geometric clustering techniques. In a typ-
ical CBIR system [13], database images are processed offline
during a preprocessing step by various feature extractors com-
puting image characteristics such as color histograms or points
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of interest. These features are aggregated into signature vec-
tors, say {p; }:, that represent handles to images. At query time,
whenever an online query image is given, the system first com-
putes its signature, and then searches for the first, say A, best
matches in the signature space. This image retrieval task re-
quires to define an appropriate similarity (or dissimilarity) mea-
sure between any pair (p;, p,) of signatures. Designing an ap-
propriate distance is tricky since the signature space is often
heterogeneous (i.e., Cartesian product of feature spaces com-
bining, for examples, various histograms with other geometric
features) and the usual Euclidean distance or L,-norms do not
always make sense. For example, it has been shown better to use
the information-theoretic relative entropy, known as the Kull-
back-Leibler divergence (or I-divergence for short), to measure
the oriented distance between image histograms [13]. The def-
inition of the Kullback-Leibler divergence [14] for two contin-
uous probability densities! p(z) and ¢(x) is as follows:

KL@@HM(D——Lp()lg“@d.

The Kullback—Leibler divergence of statistical distributions
p(z) and g(z) is called the relative entropy since it is equal
to the cross entropy of p(z) and ¢(z) minus the entropy

H(p(x)) = [, p(z)log ;i5dz of p():

KL(p(2) [l q(=)) = H*(p(x) | a(=)) = H(p(x)) = 0

with the cross entropy

1
X
1 (0@) [1a@)) = [ p(o)1og —d.

The Kullback-Leibler divergence represents the average loss
(measured in bits if the logarithm’s basis is 2) of using another
code to encode a random variable X. The relative entropy can
also be interpreted as the information gain achieved about X
if p can be used instead of ¢ (see [14] for various interpreta-
tions in information theory). For discrete random variables, the
statistical Kullback—-Leibler divergence on two real-valued d-di-
mensional probability vectors p and ¢ encoding the histogram
distributions is defined [6] as

d

@
i p
KL(pllg) = >_»"log 5
=1

1A formal definition considers probability measures and defined
on a measurable space . These probability measures are assumed
dominated by a -finite measure  with respective densities dp

dn
and %. The Kullback-Leibler divergence is then defined as

‘l—f’ a2 % . See [6], a recent study on infor-
mation and divergences in statistics.
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where p( and ¢(Y) denote the d coordinates of proba-
bility vectors p and ¢, respectively (with both p,q be-
longing to the d- dimensional probability simplex S, =
{(z®, . x| z; = 1and Vi z; > 0}, an open
convex set). The || in the notation KL(p|| ¢) emphasizes that
the distortion measure is not symmetric (i.e., oriented distance),
since we have KL(p || ¢) # KL(q || p).

Notations: Throughout this paper, let p;,z;,c;,... de-
note d-dimensional real-valued vectors of R?, and let
pE”./xE”./cE”./ ...,1 < 4 < d denote their coordinates.
Sets P, C;, ... are denoted using calligraphic letters.

Efficiency is yet another key issue of CBIR systems since we
do not want to compute the similarity measure (query, image)
for each image in the database. We rather want beforehand to
cluster the signatures efficiently during the preprocessing stage
for fast retrieval of the best matches given query signature
points. A first seminal work by Lloyd in 1957 [15] proposed
the k-means iterative clustering algorithm for solving vector
quantization problems. Briefly, the k-means algorithm starts
by choosing & seeds? for cluster centers, associating to each
point its “closest” cluster “center,” updating the various cluster
centers, and reiterating until either convergence is met or the
difference of the “loss function” between any two successive
iterations goes below a prescribed threshold. Lloyd chose to
minimize the squared Euclidean distance since the minimum
average intracluster distance yields centroids, the centers of
mass of the respective clusters. Lloyd [15] further proved that
the iterative k-means algorithm monotonically converges to a
local optima of the quadratic function loss (minimum variance
loss)

k n
Z Z lIpj — eill”.
i=1 eC;

Cluster C;’s center ¢; is defined by the following minimiza-
tion problem:

¢; = arg min Z ||C _pj||2 (1)
¢ p; €C;
= arg min AVGL (Ciyo) @)
ceR4
|C| 3w ®)
p; EC;

where |C;| denotes the cardinality of C;, and the ¢;’s and p;’s
are real-valued d-dimensional vectors. That is, the minimum av-
erage squared distance of the cluster center to the cluster points
is reached uniquely by the centroid: the center of mass of the
cluster. Note that considering the Euclidean distance instead
of the squared Euclidean distance yields another remarkable
center point of the cluster called the Fermat—\Weber point [18].
Although the Fermat—Weber point is also provably unique, it
does not have closed-form solutions. It is thus interesting to
ask oneself what other kinds of distances in (2) (besides the
squared distance) yield simple closed-form solutions that are of

2Forgy’s initialization [16] consists merely in choosing at random the seeds
from the source vectors. Arthur and Vassilvitskii [17] proved that a more careful
initialization yields expected guarantees on the clustering.
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Fig. 1. Geometric interpretation of a univariate Bregman divergence.
F is the vertical distance between the potential function plot
and the hyperplane , tangentto at

interests for processing multimedia information. Half a century
later, Banerjee et al. [19] showed in 2004 that the celebrated
k-means algorithm extends to and remarkably only works [20]
for a broad family of distortion measures called Bregman diver-
gences [21], [22]. Let RT denote the nonnegative part of the real
line: R = [0, +00). In this paper, we consider only Bregman
divergences defined on vector points p; € R? in fixed dimen-
sion.3

Bregman divergences Dr form a family of distortion mea-
sures that are defined by a strictly convex and differentiable gen-
erator function F : X — R* on a convex domain domF =
X C R? (with dim X = d) as

Dr(pllq) = F(p) — F(q) — {p— ¢, VF(q))

where (-, -) denotes the inner product (also commonly called the
“dot” product)

d
g)=> " =p"q
=1

and V F'(q) denotes the gradient of F’ at vector point ¢

IF(q) IF (q)
Ox(D) 7777 Jp(d) |-

v - |

See Fig. 1 for a geometric interpretation of Bregman diver-
gences. Thus, Bregman divergences define a parameterized
family of distortions measures Dp that unify the squared
Euclidean distance with the statistical Kullback—Leibler diver-
gence.

» Namely, the squared Euclidean distance is a Bregman di-
vergence in disguise obtained for the generator F'(z) =
>4 (z()? that represents the paraboloid potential func-
tion (see Fig. 1), or the quadratic loss on vector points in
the k-means algorithm.

» The Kullback-Leibler divergence is yet another Bregman
divergence in disguise obtained for the generator
F(z) = Y 0 logz( that represents the negative
Shannon entropy on probability vectors [14] (normalized
unit length vectors lying on the d-dimensional probability
simplex §9).

3See the concluding remarks in Section VI for extensions of Bregman diver-

gences to matrices [23], [3], and recent functional extensions [24] of Bregman
divergences.
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TABLE |

COMMON UNIVARIATE BREGMAN DIVERGENCES

r USED FOR CREATING SEPARABLE BREGMAN DIVERGENCES

Domain X’ || Function F' | Gradient Fd(f)

= F'(z) | Inverse gradient (F/(x))~! || Divergence Dr(p||q)

R Squared function Squared loss

2 2 z (»—q)?
R4, €N || Norm-like Norm-like

_1_

a>1 z azel (&)a—T1 P 4 (2 — 1)g* — apg®~!
RT Unnormalized Shannon entropy Kullback-Leibler divergence (I-divergence)

zlogz — x log z exp(x) plog% —p+gq

Exponential Exponential loss
R exp expx log @ exp(p) — (p — g+ 1) exp(q)
RT Burg entropy Itakura-Saito divergence

1 1

—logz - - %—log%—l

[0,1] Bit entropy Logistic loss
X 1—
zlogz + (1 — z)log(l — x) log 12— I-T—e?qu plogg +(1 7p)logﬁ
Dual bit entropy Dual logistic loss
X 14ex X

R log(1 + expa) e log 1= log HE2E — (0 — ) 2R
[-1,1] Hellinger-like Hellinger-like

—/1 =22 _x T 1-— pq 1—

* 1—x2 V1422 4/ 1 \/

A Bregman divergence D is said to be separable [19], [25]
if its generator can be obtained coordinatewise from a univariate
generator f as

Fla)= Y fa)

Table | reports the generators of common univariate Bregman
divergences (i.e., divergences defined onscalarsz € R—d = 1).
Multivariate separable Bregman divergences defined on z € R?
can be easily constructed piecewise from univariate Bregman
divergences. The generalized quadratic distances* [|p — ¢||, =
(p — )T Q(p — q) defined for a d x d positive-definite matrix
Q are the only symmetric Bregman divergencess obtained from
the nonseparable generator F'(z) = 27 Qux; see [25] and [23].

Thus, in [19], the original k-means algorithm is extended into
a meta-algorithm, called the Bregman k-means, that works for
any given Bregman divergence. Furthermore, Barnerjee et al.
[20], [19] proved the property that the mean is the minimizer of
the expected Bregman divergence. The fundamental underlying
primitive for these center-based clustering algorithms is to find
the intrinsic best single representative of a cluster with respect
to a distance function d(-, -). As mentioned above, the centroid
of apointset P = {p1,...,pn} (With P C X) is defined as the
optimizer of the minimum average distance

1
= " min — d(p, i)
o= min -3 dip.p)

For oriented distance functions such as aforementioned
Bregman divergences that are not necessarily symmetric, we

4The squared Mahalanobis distance is a generalized quadratic distance ob-
tained by choosing matrix  as the inverse of the variance—covariance matrix
[25].

5Note that the quadratic form of distances o T
amounts to compute the squared Euclidean distance on transformed points with
the mapping , where s the triangular matrix of Cholesky decompo-

sition B since o T T

thus need to distinguish sided and symmetrized centroids as
follows:

1 n
F .
Cp = arg £Iél{l n E F(pi |l [c])

cE:argmm—ZDF | ps)

F Dr(pilllc]) + Dr([clllp:)
C—M%mg )

The first right-type and left-type centroids £ and cf are
called sided centroids (with the superscript L standing for left,
and R for right), and the third type centroid c is called the
symmetrized Bregman centroid. Except for the class of gen-
eralized quadratic distances with generator Fp(z) = 27 Qu,
Sp(p;q) = 2e@ladPrlllr) js not a Bregman divergence;
see [25] for a proof. Since the three centroids coincide with the
center of mass for symmetric Bregman divergences (generalized
quadratic distances), we consider in the remainder asymmetric
Bregman divergences. For a given pointset P = {p1,...,pn},
we write for short the minimum averages as

AVGE(P|c) = ZDF pille) (4)
AVGr(c||P) = ZDF cllpi) ®)
AVGr(c;P) Z Sp(e;pi) = AVGp(P;c)  (6)

so that we get, respectively, the three kinds of centroids as

ch = arg Hél{l AVGE(P] ¢ @)

cF = arg mi{l AVGp(c||P) (8)
ceX

cf = arg Hél{l AVGFE(P;c). 9)
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TABLE Il
BREGMAN OR SYMMETRIZED BREGMAN DIVERGENCES WITH CORRESPONDING CORE APPLICATION DOMAINS

Divergence name Formula

Generator F'(z) for D Examples of application domains

(squared) Mahalanobis M4 (p;q) = (p — )T A(p — q)

(gen. quadratic loss, A semi-positive definite matrix)

F(z) =T Az
(operations research)

Facility locations

O
KL(pllg) = X5y p¥) log By

(negative Shannon entropy)
IS(piq) = Y=y (0 — ¢()) log 2

Kullback-Leibler

Jensen-Shannon

(1)

H(z) =3, 2 logz(® Statistical analysis

symmetrized Kullback-Leibler = Image retrieval

> 0

Ttakura-Saito IS(pllq) = Z?=1 (qm log £ PO 1)
(Burg entropy)
COSH COSH(p; q) = % +1 —d
p: 2 z 1 q( ) p( )
(i G
COSH(p;q) = § 1= <\/Z<1> \/f,m)

B(z) = =, logz(¥) Sound processing

symmetrized Itakura-Saito Sound retrieval

We use the semicolon “;” notations in symmetrized di-
vergence Sg(c;p;) and average mean AVGpg(P;c) to in-
dicate that it is symmetric: Sg(c;p;) Sr(pi;c) and
AVGF(P;c) = AVGFr(c; P). The Jensen—Shannon divergence
[26], [27] (symmetrized Kullback-Leibler divergence obtained
for F(z) = 20, () log ("), the negative Shannon entropy)
and COSH centroids [28], [29] (symmetrized Itakura—Saito
divergence S, obtained for the Burg entropy [19], [30]:
F(z) = =% log 2 are certainly the most famous sym-
metrized Bregman centroids, widely used in image and sound
processing. These symmetrized centroids play a fundamental
role in information retrieval (IR) applications that require to
handle symmetric information-theoretic distances. Note that
Bregman divergences can also be assembled blockwise for
processing multimedia information and retrieval combining
both auditory and visual signals. Table Il presents a table
of common Bregman divergences (or symmetrized Bregman
divergences) in action for processing multimedia signals in
real-world applications. This table is by no means exhaustive.
Banerjee et al. [19] proved a bijection between regular ex-
ponential families and a corresponding subclass of Bregman
divergences called regular Bregman divergences. They experi-
mentally showed that clustering exponential families with the
corresponding Bregman divergences Yyields better results. This
exponential family/Bregman divergence bijection indicates
why some Bregman divergences are better suited than others.
For example, in sound processing, the speech power spectra can
be modeled by exponential family densities of the form Xe ="
whose corresponding associated regular Bregman divergence is
no less than the Itakura—Saito divergence. We refer the reader
to the first comprehensive “Dictionary of distances” [9] (espe-
cially, Chapter 21 dealing with “Image and Audio Distances”)
for further hints and explanations for which divergence is useful
for which applications.

A. Kullback-Leibler Divergence of Exponential
Families as Bregman Divergences

In statistics, exponential families [19], [25] represent a large
class of popular discrete and continuous distributions with
prominent members such as Bernoulli, multinomial, beta,

6\We reserve the comma notation
property.

.7 in divergences to stress out the metric

gamma, normal, Rayleigh, Laplacian, Poisson, Wishart, etc.,
just to name a few. The probability mass/density functions of
exponential families are parametric distributions that can be
written using the following canonical decomposition:

p(x[0) = exp{{6t(x)(—F(0) + C(x)}

where ¢(z) denotes the sufficient statistics and # represents the
natural parameters. Since log [ p(z|6)dz = logl = 0, we
have F(f) = log [, exp{(ft(z)) + C(x)}dx. F is called the
log normalizer function and fully characterizes the exponential
family €. Term C(z) ensures density normalization.

It turns out that the Kullback-Leibler divergence of distribu-
tions p(z | #,) and p(z | 6,) belonging to the same exponential
family £ is equivalent to the Bregman divergence D for the
log normalizer function on swapped natural parameters

KL(p(z | 0,) | p(= | 05))

See [25] for a proof. Thus a left-sided/right-sided/sym-
metrized Kullback—Leibler centroid on a set of distribu-
tions of the same exponential family is a corresponding
right-sided/left-sided/symmetrized Bregman centroid on a set
of vectors of the natural space X.

= DF(eq || 91})-

B. Properties of Sided and Symmetrized Centroids

In practice, once the proper Bregman divergence is chosen,
we still need to choose between the left-sided, right-sided, or
symmetrized centroid. These centroids exhibit different charac-
teristics that help choose the proper centroid for the given appli-
cation. Without loss of generality,” consider the most prominent
asymmetric Bregman divergence: the Kullback—Leibler diver-
gence. Furthermore, for illustrative purposes, consider a set of
n normal distributions {A/, ..., A/, }. Each normal distribution
N; has probability density function (pdf) p;(z | i, o?)

L <_ (z — Mi))
V2mo; 20,2

that can be modeled by a corresponding 2-D point p;
(pi,0;%) of mean y; and variance o2 in parameter space

7Indeed, as shown earlier, Bregman divergences can be interpreted as equiv-
alent Kullback—Leibler divergences on corresponding parametric exponential
families in statistics by swapping the argument order [19], [25].
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Fig. 2. Visualizing the fundamental properties of the left- S|ded the right-sided,
and the symmetrlzed centroids (with an

). The right-sided centroid (thin dashed line)
is zero avoiding and tries to cover the support of both normals. The left-sided
centroid (thick dashed line) is zero-forcing and focuses on the highest mode
(smallest variance). The symmetrized centroid (medium dashed line) exhibits a
tradeoff between these two zero-avoiding/zero-forcing properties.

X = R x Rf. The Kullback-Leibler divergence between two
normals has the following closed-form solutions:

KL (p (v | mps0p) | (w1 1q:07))

Observe that the closed-form formula is computed for 2-D
points p; = (p; 1) _ i p52) ,?) in the parameter space X’
For identical normal variances op = 03, the Kullback-Leibler
divergence amounts to a weighted squared Euclidean distance.

Fig. 2 displays an example of left/right-sided and sym-
metrized centroids of normals for a set that consists of two
normals: N7 = N(—4,2% = 4) and Ny = N(5,0.82 = 0.64).
We observe the following properties.

e The Kullback-Leibler right-sided centroid is “‘zero-
avoiding” so that its corresponding density function tries
to cover the support of all input normals.

e The Kullback-Leibler left-sided centroid is “zero-forcing™
so that it focuses on the highest mass mode normal.

That zero-avoiding/zero-forcing terminology is related to the
description of Minka [11, pp. 3-4] that considered Gaussian
mixture simplification of a two-component Gaussian mixture to
a single Gaussian component. The Kullback-Leibler left-sided
centroid prefers to better represent only the highest mode indi-
vidual of the set while the right-sided centroid prefers to stretch
over all individuals. Following yet another terminology of Winn
and Bishop [31], we observe when modeling the “mean” pdf
that the Kullback-Leibler left-sided centroid exhibits an exclu-
sive behavior (ignore modes of the set to select the highest one)

8The Kullback-Leibler divergence of normals is equivalent to a Bregman di-
vergence for a corresponding generator by swapping argument order. See
[19] and [25].
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while the Kullback—Leibler right-sided centroid displays an in-
clusive property.

To get a mathematical flavor of these zero-forcing/
zero-avoiding behaviors, consider without loss of gener-
ality® the Kullback-Leibler divergence on finite discrete
set of distributions (i.e., multinomial distributions with
d outcomes). The right -sided centroid is the minimizer
ck = arg.mint>" KL(p;|c). That is, we seek
for the d- dlmen3|onal probablllty vector ¢ that minimizes

.7)
min 2 37" Zd Y . Thus, intuitively whenever
P # 0, the minimization process ought to choose ) £ 0.

OtherW|se, setting ¢) = 0 yields p; — oo (i.e.,
the Kullback-Leibler divergence is unbounded). That is, the
right-sided Kullback—Leibler centroid (that is a left-sided
Bregman centroid) is zero-avoiding. Note that this minimiza-
tion is equivalent to maximizing the average cross entropies
1y 34 P loge®, and thus the right-sided Kull-
back-Leibler centroid ¢ is zero-avoiding for all pgj) #£ 0.
Similarly, the left-sided Kullback-Leibler centroid
argc min 1 Z:‘ 1KL( c|lp;) is obtained by mini-

CrL, =
(9 . L
mizing min 1 Y7 1ZJ 16 ¢ log mok This minimization

is zero-forcing since whenever there exists a p(]) = 0, the
minimization tasks chooses to set ¢(¥) = 0. That means that the
right-sided Bregman centroid (a left-sided Kullback-Leibler
divergence in disguise) is zero-forcing.

The symmetrized Kullback-Leibler centroid is defined as the
minimizer of the Jensen-Shannon divergence (which has al-
ways finite value). That is, the symmetrized centroid minimizes
the total divergence to the average probability density m(z) =
W)Zﬂ as follows:

¢ = argmin %KL(p(x) | m(=)) + %KL(q(x) | m()).

Therefore, the symmetrized centroid strikes a balance between
the two zero-forcing and zero-avoiding properties with respect
to the mean distribution.

C. Related Work, Contributions, and Paper Organization

Prior work in the literature is sparse and disparate. \We sum-
marize below main references that will be concisely revisited in
Section 111 under our notational conventions. Ben-Tal et al. [32]
studied entropic means as the minimum average optimization
for various distortion measures such as the f-divergences and
Bregman divergences. Their study is limited to the sided left-
type (generalized means) centroids. Basseville and Cardoso [33]
compared in the one-page paper the generalized/entropic mean
values for two entropy-based classes of divergences: f-diver-
gences [34] and Jensen—Shannon divergences [35]. The closest
recent work to our study is Veldhuis’ approximation method
[36], [37] for computing the symmetrical Kullback-Leibler cen-
troid.

We summarize our contributions as follows.

9As explained by Banerjee et al. [19], [25], the Kullback—Leibler divergence
of distributions of the same exponential families is a Bregman divergence on the
natural parameters of these distributions obtained by swapping the order of the
arguments. Arbitrary probability measures can be approximated by multinomial
distributions that belong to the exponential family.
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 In Section Ill, we show that the two-sided Bregman cen-
troids cf; and ¢’ with respect to Bregman divergence Dr
are unique and easily obtained as generalized means for
the identity and V F' functions, respectively. We charac-
terize Sibson’ s nation of information radius [38] for these
sided centroids, and show that they are both equal to the
F-Jensen difference, a generalized Jensen—Shannon diver-
gence [39] also known as Burbea—Rao divergences [40].

« Section IV proceeds by first showing how to reduce the
symmetrized min AVG g (c; P) optimization problem into
a simpler system that depends only on the two-sided cen-
troids ¢k and c’. We then geometrically characterize ex-
actly the symmetrized centroid as the intersection point of
the geodesic linking the sided centroids with a new type of
divergence bisector: the mixed-type bisector. This yields
a simple and efficient dichotomic search procedure that
provably converges fast to the exact symmetrized Bregman
centroid.

e The symmetrized Kullback-Leibler divergence (J-di-
vergence) and symmetrized Itakura—Saito divergence
(COSH distance) are often used in sound/image applica-
tions, where our fast geodesic dichotomic walk algorithm
converging to the unique symmetrized Bregman centroid
comes in handy over former complex ad hoc methods [27],
[28], [26], [41], [42]. Section V considers applications of
the generic geodesic-walk algorithm to two cases.

— The symmetrized Kullback-Leibler for probability
mass functions represented as d-dimensional points
lying in the (d — 1)-dimensional simplex S?. These
discrete distributions are handled as multinomials of the
exponential families [25] with d — 1 degrees of freedom.
We instantiate the generic geodesic-walk algorithm for
that setting, show how it compares favorably with the
prior convex optimization work of \Veldhuis [36], [37],
[41], and validate formally experimental remarks of
Veldhuis.

— The symmetrized Kullback-Leibler of multivariate
normal distributions. We describe the geodesic-walk
for this particular mixed-type exponential family of mul-
tivariate normals, and explain the Legendre mixed-type
vector/matrix dual convex conjugates defining the cor-
responding Bregman divergences. This yields a simple,
fast, and elegant geometric method compared to the
former overly complex method of Myrvoll and Soong
[27] that relies on solving Riccati matrix equations.

But first, we start in Section Il by introducing the dually flat

space construction from an arbitrary convex function. This sec-
tion may be skimmed through at first reading since it is devoted
to defining the sided Bregman centroids under the framework of
dually flat spaces of information geometry.

Il. GEOMETRY UNDERLYING BREGMAN DIVERGENCES:
DUALLY FLAT MANIFOLDS

We concisely review the construction of dually flat manifolds
from convex functions. This construction lies at the very heart
of information geometry [43]. A full description of this con-
struction is presented in the comprehensive survey chapter of
Amari [10] (see also [44] and [45]). Information geometry [43]
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originally emerged from the studies of invariant properties of
a manifold of probability distributions D, say the manifold of

univariate normal distributions
PR
(z2 /;) ) |;L€R,a€[ﬁ’ij} .
g

a2y L

D {p(l |, %) UmeXp<
Information geometry relies on differential geometry and in par-
ticular on the sophisticated notion of affine connections?0 (pio-
neered by Cartan [46]) whose explanation is beyond the scope of
this paper [43]. We rather describe the three most fundamental
items of dually flat manifolds:

« the fundamental convex duality and the dual coordinate

systems arising from Legendre transformation;

* the generalized Pythagorean relation;

« the notion of Bregman projection.
These descriptions will enlighten geometrically the results of
this paper. The point is to show that Bregman divergences form
the canonical distances of dually flat manifolds arising when
studying family of probability distributions. Those flat geome-
tries nicely generalize the familiar Euclidean geometry. Further-
more, these flat geometries reveal a fundamental geometric du-
ality that is hidden when dealing with the regular Euclidean ge-
ometry.

A. Riemannian Metric Associated to a Convex Function

Consider a smooth real-valued convex function F'(¢) defined
in an open set X of R?, where # denotes a fixed coordinate
system. Notice that the notion of function convexity depends
on the considered coordinate system 6

F((1 =X+ A02) < (1= NF(61) + AF(62).
The second derivatives of the function F' form its Hessian matrix
V2F = (g;;) that is a positive-definite matrix'! depending on
its position ¢

V2E(0) = (94(0)) =

where 9; = 557 and § = (A, ..., 6(?D). For two infinites-
imally nearby points # and 6 + d6, define the square of their

distance by

ds® = (d6, de) 0)dedp)

=2 94(0)

where (df, df) denote the inner product. A manifold with such
an infinitesimal distance is called a Riemannian manifold, and
matrix g = (gi;) is called the Riemannian metric. Observe that
ds? is obtained from the second-order term of the Taylor expan-
sion of (0 + d6)

FIOFTIO8

51
()4 = .
F(6+df) = +E 0;F(0)d6 +3 E ' 9i5(0)d
.7

10Connections relate the vector tangent spaces for infinitesimal displacements
on the manifold. A Riemannian connection (also called Levi-Civita connection)
is such that parallel transport gives an isometry between the tangent planes. To
contrast with, an affine connection uses an affine transformation.

LA matrix  is positive definite iff forall we have T
to denote the positive-definiteness of the matrix

. We write
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TABLE 111
TwoO EXAMPLES OF LEGENDRE TRANSFORMATIONS WITH THEIR ASSOCIATED DUAL PARAMETERIZATIONS

Logistic loss/binary relative entropy

F(6) = log(1 + exp0)

DF(GHOI) = IOg 1+exp 6’

exp 6

97
o VF(O) = 1+exp 6 =n

1+exp 6/

l+expf (9 _ 0/)

F*(n) = nlogn + (1 —n) log(1 —n)

7 _ 7
Dp=(n'|ln) =n'log L + (1 — ) log 1=1

VF*(n) =log {1 =6

Exponential loss/Unnormalized Shannon entropy

F(0) =expb

Dpr(0)|0') = exp0 —exp 6’ — (0 — 0") exp 0’

VF(0) =expb=n

F*(n) =nlogn —n

Dp«(n'lln) =n"log - +n—n'

VF*(n) =logn =26

F . z=F(0)

z=<0,n>—F(n)

// :0

Fig.3. Legendre transformation of a strictly convex function :the -intercept
* of the tangent hyperplane * of the
potential function defines the value of the Legendre transform  * for the dual
coordinate . Any hyperplane passing through another point of the potential
function and parallel to 4 necessarily intersects the -axis above *

A geodesic I'pg of manifold D is defined by the straight line
connecting two points P and @ (with respective coordinates
6p = 6(P) and 8o = 6(Q) in the #-coordinate system)

FPQ = {X()‘))‘ € [07 1] | gX(A)
=(1-Nbp+ Mo}

When F(6) = 1 3, 0 i the paraboloid function, we have
9i; = 0;;, the Krénecker symbol
i=j

L,
6“_{0,i¢j

and the geometry is Euclidean because of the implied squared
distance ds? = 3", d6™? In order to retrieve the global geo-
metrical structure of the manifold, we need the geometry to be
independent of the choice of the coordinate system. The fol-
lowing section reveals that the #-coordinate system admits a
dual n-coordinate system.

B. Convex Duality and Dual Coordinate Systems
From Legendre Transformation

Consider the gradient VF'(6) = n defined by the following
partial derivatives:

G __9

There is a one-to-one correspondence [10] between # and n
so that we can use 7 as another coordinate system. The transfor-
mation mapping 6 to n (with #(2 mutually reciprocal to (V) is
the Legendre transformation [43] defined for any convex func-
tion F' as follows:

F* (1) = max{(6, ) — F(8)}.

Fig. 3 visually depicts the Legendre transformation. (The
drawing illustrates why the Legendre transformation is also
sometimes loosely called the “slope transformation.”)

Table 111 displays two examples of Legendre transformation.
(For the geometry of exponential families in statistics, the
primal #-coordinate system is called the natural coordinate
system and the dual n-coordinate system is called the expecta-
tion or moment coordinate system.) The dual convex conjugates
F and F* are called potential functions (or contrast functions)
and satisfy the following fundamental equality:

F(6) + F*(n) - (8,m) = 0.

The inverse transformation n — 6 is given by the gradient of
F*

0 = VF*(n)

with §() = %F*(@). That is, § and 7 are coupled and form
a dual coordinate system of the geometry implied by a pair of
Legendre convex function (F, F*). The dual Riemannian metric

associated with F'* is

82
gi; = WF (n)

and we have the remarkable property that

(957) = (9:) ™"

That is, Riemannian metric (g;;) is the inverse matrix of the
Riemannian metric (g;;). It follows from the construction that
these two metrics are geometrically the same [10], as we have

identical infinitesimal lengths

Zgijdg(i)dg(j) = ngjdn(i)dﬁm-
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Dr(PlIQ)

Tor .
Dr(QlIR) ‘R
Q
Fig. 4. lllustrating the generalized Pythagorean theorem: for %, QR
we have I I .
Fig. 5. Illustrating the sided Bregman projections r* and . of a point

for a convex region : the dual geodesic  * connecting to z* and
the geodesic  connecting to .+ are orthogonal to the boundary

C. Bregman Divergences From the Dual Coordinate Systems

A distortion measure, called divergence, between two points
P and @ of the geometric manifold (either indexed by 6 or 7
coordinate system) is defined as

Dp(P||Q) = F(0p) + F*(nq) — (fr,nq)
with (0p,mg) = 0Eng = S0y, We have D(P || Q) >

0. Changing the role of P and @, or # and », we get the dual
divergence

Dp-(P|| Q)= F*(np) + F(bq) — (np.0q)
so that
Dr(P||Q) = Dr-(Q]| P).

When @ isclose to P, we write Q = P+dP and get the squared
Riemannian distance as

D(P||Q)=D(P| P +dP)
1 oo
=5 Zgijdg( )de@

1 , .
=3 ngjdﬂ(z)dﬁ(j)~
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In particular, this squared Riemmanian approximation means
that the canonical divergence does not satisfy12 the triangle in-
equality. Next, we show that we get a remarkable generalization
of Pythagoras’ theorem.

D. Generalized Pythagoras’ Theorem

Consider two curves §(t) and ¢’ (t) parameterized by a scalar ¢
in the #-coordinate system, and assume w.l.0.g that these curves
intersect at ¢ = 0: #(0) = #'(0). Using the dual coordinate
system 7, we similarly have n(0) = #’(0). The tangent vector
of a curve 6(t) at ¢ is the vector

do _ (doW(t)
dt

de™(t)
et 777 dt

of derivatives with respect to ¢. The two curves are said to be
orthogonal at the intersection point when their inner product

vanishes
e de’ 46 ag'")
<E’E> =24 a a0
Using the two coordinate systems, this is equivalent to
/
4o dn'\
de’ dt
Dually flat manifolds exhibit a generalized Pythagoras’ the-

orem;

Theorem 2.1 (Generalized Pythagoras’ Theorem [43]):
When the dual geodesic I'5, connecting P and @ is orthog-
onal to the geodesic I'gr connecting @@ and R (see Fig. 4),
we have Dp(P||R) = Dp(P||Q) + Dp(Q || R), or dually
Dp-(P||R) = Dp-(P[| Q) + Dp-(Q|| R).

Notice that when we consider the paraboloid convex function
F(6) = 3,(61)2, the metric (g;;) = (g5;) is the identity
matrix, and therefore, the primal/dual geodesics coincide.

E. Dual Convexity and Sided Bregman Projections

We say that a region R is convex (or #-convex) when the
geodesic connecting any two points P, Q € R is fully contained
in R. That is

VP,Q € X, A€ [0,1],(1— \)fp + Ao € R.

Similarly, region R is said dual convex (or n-convex) when the
dual geodesic connecting any two points P,Q € R is fully
contained in R

VP,Q e X, A€ [0,1],(1 = Mnp + Mg € R.

Let Pg= € R be the point that minimizes Dr(P | Q)
for Q € R, and P, € R be the point that minimizes
Dp-(P||Q) = Dp(Q|| P) for Q € R ¢ X. Pt is called
the Bregman projection?3 and P is called the dual Bregman
projection.

12Indeed, notice that the squared Euclidean distance obtained from the parab-
oloid function does not satisfy the triangle inequality.

BIn information geometry [43], r* is called the reverse -projection or the
dual geodesic projection. Dually, -+ is called the -projection or geodesic
projection.
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Fig. 6. Interpretation of the sided Bregman centroids on the dually flat manifold.

We have the following projection theorem [43], [10] illus-
trated in Fig. 5.

Theorem 2.2 [43], [10]: When R is convex, Pr" is unique
and the dual geodesic T'* connecting P to Pg " is orthogonal to
the boundary of R. Similarly, when R is dual convex, P.t is
unique and the geodesic I connecting P to P, is orthogonal
to the boundary of R.

F. Geometry of Symmetrized Bregman Divergences

As mentioned in the introduction, the symmetrized Bregman
divergence S is typically not a Bregman divergencel4 because
the convexity argument may fail as reported in [25]. Therefore,
the underlying geometry of symmetrized Bregman divergence
does not fit the dually flat manifolds presented above. How-
ever, the symmetrized Bregman divergence can be interpreted
using the framework of Csiszar f-divergence [34] (also called
Ali-Silvey divergence [47]). In particular, the geometry implied
by the symmetrized Kullback-Leibler divergence is not flat any-
more [48], [44]. We refer to the work of Vos [48] for explana-
tions.

We now turn to the study of sided and symmetrized Bregman
centroids. In the remainder, we consider computing either in the
6 or n coordinate system. It will be clear that all following re-
sults may be dually interpreted using the coupled dual coordi-
nate system or the dual Legendre convex conjugate.

14Besides the class of symmetric quadratic distances that also bears the name
of Mahalanobis distances [25].
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I1l. THE SIDED BREGMAN CENTROID

A. Right-Type Centroid

We first prove that the right-type centroid cZ is independent
of the considered Bregman divergence Dg

1 n
cr(P)=p= o sz‘
i=1

is always the center of mass. Although this result is well known
in disguise in information geometry [43], it was again recently
brought up to the attention of the machine learning commu-
nity by Banerjee et al. [19] who proved that Lloyd’s iterative
k-means “centroid” clustering algorithm [15] generalizes to the
class of Bregman divergences. We state the result and give the
proof for completeness and familiarizing us with notations.

Theorem 3.1: The right-type sided Bregman centroid c£ of
a set P of n points py, ... p,, defined as the minimizer for the
average right divergence ¢k, = argmin. ", | LDp(p; | ¢) =
argmin, AVGg(P || ¢) is unique, independent of the selected
divergence D, and coincides with the center of mass cf, =
CR =P = 3 X Pie
Proof: For a given point ¢, the right-type average diver-
gence is defined as

n

AVGE(Pllq) =) %Dp(pi ).

i=1
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